A cookbook approach to linear, least-squares fitting in Matlab

Bill Kuhn

This little note shows how to fit data to an arbitrary equation using Matlab.  The data used are simulated and noise free.  The purpose is to show how to put together a data vector and matrix whose solution is a desired set of coefficients.
Here are some notes on fitting with the goal of showing how you set up a matrix and then use Matlab to fit the data.

First, let’s start with a simple set of 1D data.

x = (0:5)’

g = x.*x

plot( x, g )
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We have a data set and we are going to fit it to a general parabola

F(x) = g(x) = ax2 +bx + c.
This means we want to find the values of a, b and c using a least-squares fit.

We have five samples of y = 0, 1, 4, 9, 16, 25 at locations x = 0, 1, 2, 3, 4, 5.

This leads to a matrix equation using Professor Barrett’s mnemonic:

g = Hf,

g – “given” – the measured data, a column vector with one element (row) for each sample location

H – “have” – the system, a matrix with one row per sample and one column per parameter 
f – “find” – a column vector with one element (row) for each parameter to find
Let’s fill in g, the measured data, which in this case happens to have been produced by a simulation without any noise.

g =

     0

     1

     4

     9

    16

    25

>>

What about H?  Every row of H corresponds to a measurement taken at a specific location.  What goes in each column of H?  Let’s associate the first column of H with ax2, which means the first row, first column is the value of x2 (note NO coefficient a) evaluated at the location for measurement 1.  Measurement 1 was taken at x = 0, so the first row, first column of H is 0.  The second column is associated with bx and so gets a 0.  The last column is a constant c, or c*1, and therefore gets a 1.

The second row of H corresponds to the second measurement, which was taken at x = 1 and so the values are 1, 1, 1.

The third row (3rd measurement) is at x = 2 and so the values are 4, 2, 1.

Here’s a way in Matlab to fill out the columns of H

>> H = [x.*x x (x*0 + 1)] 

H =

     0     0     1

     1     1     1

     4     2     1

     9     3     1

    16     4     1

    25     5     1

>>

or, H = [x.*x x ones(size(x))]
We have a matrix equation g = Hf, and we know g and H, so how would you solve using algebra (ignoring the fact that those are matrices)?

f = g/H looks reasonable, so try it.

>> f = g/H

??? Error using ==> mrdivide

Matrix dimensions must agree.

Oops.  The variables are matrices.  Ignoring details, it turns out that Matlab will operate on this form:

>> f = H\g

f =

    1.0000

   -0.0000

    0.0000

>>

That’s the answer: first entry is coefficient of x2, which is a = 1, etc.
I almost never do the divide because I’m used to writing it as 

f =pinv(H)*g 
It turns out that Matlab actually calls pinv() when you type f = H\g, which is an SVD (singular value decomposition) code to find the “pseudo-inverse” of H if H is not square, and the inverse if it is square.  
>> f = pinv(H)*g

f =

    1.0000

   -0.0000

    0.0000

>>

The order of the data (g) does not matter, it just must match H.  In other words if the data were taken in the following order, x = 0, 2, 1, 3, 4, 5 it still works

>> x = [0, 2, 1, 3, 4, 5]'

x =

     0

     2

     1

     3

     4

     5

>> g = x.*x

g =

     0

     4

     1

     9

    16

    25

>> H = [x.*x x (x*0 + 1)]

H =

     0     0     1

     4     2     1

     1     1     1

     9     3     1

    16     4     1

    25     5     1

>> f = pinv(H)*g

f =

    1.0000

   -0.0000

    0.0000

>>

Since g is a 1D vector, how does one deal with data taken over a two-dimensional grid?  

EVERY ROW OF g and H CORRESPONDS TO A SAMPLE LOCATION in an ARBITRARY order, regardless of the number of independent variables it takes to define that position.  The order is arbitrary; however, the measurement at the ith row of g must correspond to the location represented by the ith row of H.
You might fit data on a 2D grid, or even higher dimensions, but when you fit, you must convert those matrices into vectors.

Let’s say we have measured data that looks like g = x2y + y2x + 1 with x and y both going over the range of -1 to 1 at an increment of 0.1
[x,y] = meshgrid( -1:.1:1 )
>> g = x.*x.*y + y.*y.*x + 1;

>> mesh(x,y,g)

>>
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x, y and g are all 2D arrays, but we need vectors, that’s easy

x = x(:)

y = y(:)

g = g(:)

Let’s fit to the equation g = ax2y + by2x + cxy + dx2 + ey2 + fx + gy + h

>> H = [x.*x.*y y.*y.*x x.*y x.*x y.*y x y (y*0+1)];

>>

>> f = pinv(H)*g

f =

    1.0000

    1.0000

    0.0000

   -0.0000

   -0.0000

   -0.0000

   -0.0000

    1.0000

>>

All of the preceding is noise free, but you could do some experiments by adding random noise to g and see how the fit varies, etc.

If you wanted to fit g = a*sin(x), then go ahead for this equation is also linear in the coefficient a; however g = a*sin(bx) is NOT linear in the coefficient b and requires a  different solution technique.

What about fitting Zernike polynomials on a polar grid?  Every row corresponds to a particular location, which can be defined in polar coordinates just as easily as Cartesian coordinates.

